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INTRODUCTION 

WHAT IS STION? 
 Stion (No IT Services) is a Software as a service (SaaS) web application that provides a 

dedicated AWS sandbox within minutes for bio-medical researchers to process CryoEM data. 

It configures different AWS resources that are required by researchers just by a few clicks of a 

button to get started with data processing. 

 The main objective of building Stion is to reduce the infrastructure overhead for 

researchers so that they only focus on Science. A lot of bio-medical research labs don’t have 

access to high-end computational infrastructure required for data processing. To address this 

challenge, we decided to build this custom web application that provides a dedicated GPU 

sandbox along with pre-loaded data set so that they can start processing data just by a single 

click of a button. 

NO system administration experience required.  

NO prior AWS knowledge required.  

NO hardware knowledge required. 

NO physical infrastructure to maintain. 

NO software installation and configuration. 

PRE-REQUISTES 
 Before getting started, users need to complete some preliminary steps such as  

 

1. Creating an AWS account if they don’t have any. 

2. Requesting vCPU’s and 

3. Getting a valid cryoSPARC license 

 

AMAZON WEB SERVICES (AWS) ACCOUNT 
 The most important part of this workflow is to have an active AWS account with 

administrator access. Users who already have an existing AWS account can skip this step.  

 The main reason we chose AWS over all the other cloud providers is because of the 

broad range of services they offer at a very cheap price as compared to other cloud providers 

such as Google Cloud and Microsoft Azure.  

 

Steps to create an AWS account: 

Please refer to this link to create and activate your AWS account.  

https://aws.amazon.com/premiumsupport/knowledge-center/create-and-activate-aws-

account/ 

https://aws.amazon.com/premiumsupport/knowledge-center/create-and-activate-aws-account/
https://aws.amazon.com/premiumsupport/knowledge-center/create-and-activate-aws-account/


 
Please submit your organization provided email address if you are creating a professional 

account. After you hit on continue, you will be redirected to this page 



 
Please note that there are two options available:  

a. Personal – If you’re an individual researcher, please select this option. You just have to 

submit your personal credit card or bank account details 

b. Professional – If you’re working for a research lab or an institution, it will be helpful if 

your PI can create a root AWS account with institutional provided credit card or other 

payment options.  
 

After entering all the company information, you will be redirected to the payment page.  



 
After verifying all the card details, AWS support does a final check to verify the user who is 

creating the account. All you need to do is to enter the phone number which you submitted 

previously. They will be submitting a One-Time-Password via SMS or Voice call.  



 
Once the verification is complete, you will receive an email acknowledgement from AWS.  

You can then sign-in into your AWS console.  

 

REQUEST vCPU’s 
To make things simple for our users, an EC2 instance is a virtual machine (VM) running on 

one of the AWS’s datacenter. AWS provides multiple families of EC2 instances which are 

mostly suitable for different workloads. Eg: General Purpose, Compute-optimized, Memory 

Optimized, Accelerated Computing etc. These EC2 instances can run any OS of our choice. It 

can be both Linux and Windows. 

For this project, we will need P2.8xlarge instance which is intended for general purpose GPU 

compute applications. The specifications are as follows: 

• 32 vCPU’s - Intel Xeon E5-2686 v4 (Broadwell) processors 

• 8 NVIDIA K80 GPUs, each with 2,496 parallel processing cores and 12GiB of GPU 

memory 

• 488 GB RAM 

• 10 Gigabit Network Bandwidth 



When you create an AWS account, a default quota is set on various resources (also referred 

to as limits) on a per-region basis. For example, there is a limit on the number of instances 

that you can launch in a region. Therefore, when you launch an instance in the US East (N 

Virginia) region, the request must not cause your usage to exceed your current instance limit 

in that Region.  

The Amazon EC2 console provides limit information for the resources managed by the 

Amazon EC2 console. You can request an increase for many of these limits. 

How to view limits? 

1. Open the Amazon EC2 console at https://console.aws.amazon.com/ec2/. 

2. From the navigation bar, select your region. Please select a region based on your 

location. Eg: If you’re a lab based in New York, please select us-east-1 (N. Virginia) 

3. From the navigation pane, choose Limits. 

4. Locate the resource in the list. You can enter ‘Running On-Demand All P instances’ 

in the search field to look for limits on the P2 instance family. The Current 

limit column displays the current maximum for the resource for your account. 

 
 

From the screenshot, you can see the current limit for p2 instance is 0. Hence, we 

need to request a limit increase for p2 instance 

How to calculate vCPU limit and request a limit increase? 

1. Open the Amazon EC2 console at https://console.aws.amazon.com/ec2/. 

2. From the navigation bar, select a region. 

3. From the navigation pane, choose Limits and then select Calculate vCPU limit 

4. Click on ‘Add instance type’ and select instance type as ‘p2.8x large’ and instance 

count as 2 

https://console.aws.amazon.com/ec2/
https://console.aws.amazon.com/ec2/


 

It would be helpful to request for 2 instances in the beginning i.e 64 vCPU’s 

One will act as a primary sandbox and the other as a backup 

5. After you click on ‘Request limit increase’, you will be redirected to AWS Support 

Page where you can create a case for ‘Service limit increase’ 

6. Go to the request section, select region based on your location, Primary Instance type 

as ‘All P instances’ and New limit value to ‘64’ 

7. In the case description section, you can enter the following: 

“Our use case is to process structural biology data using scientific software that 

requires GPU computation. We have selected p2.8x large instance because the ideal 

requirement of GPU's is 4. We are requesting 2 x p2.8x large instances to ensure high 

availability if our primary instance goes down.  

Additional details can be found at https://guide.cryosparc.com” 

https://guide.cryosparc.com/


 

 
8. Click on submit. AWS Support team will reach out to you within 1-2 business days. If 

it’s taking longer than expected or if you are experiencing any issues, then reach out 

to us at cloudsupport@nysbc.org 

CREATE IAM Roles and Users 
IAM stands for Identity Access and Management. AWS IAM service controls who is 

authenticated (signed in) and authorized (has permissions) to use resources. When you first 

create an AWS account, you begin with a single sign-in identity that has complete access to 

all AWS services and resources in the account. This identity is called the AWS account root 
user and is accessed by signing in with the email address and password that you used to 

create the account. We strongly recommend that you do not use the root user for your 

mailto:cloudsupport@nysbc.org


everyday tasks, even the administrative ones. Root account should only be used for billing 

purposes and to create your first IAM user with full administrative access. Always keep an 

extra layer of security by adding 2-factor authentication to your root AWS account. You can 

follow the steps mentioned in the link: 

https://docs.aws.amazon.com/IAM/latest/UserGuide/id_credentials_mfa_enable_virtual.html 

How to create an administrator IAM user using AWS console? 

1. Use your AWS account email address and password to sign in as AWS root user to the 

IAM console at https://console.aws.amazon.com/iam/. 

2. Enable access to billing data for the IAM admin user that you will create as follows: 

a. On the navigation bar, choose your account name, and then choose My Account. 

b. Next to IAM User and Role Access to Billing Information, choose Edit. 

c. Select the check box to Activate IAM Access and choose Update. 

d. On the navigation bar, choose Services and then IAM to return to the IAM 

dashboard. 

3. In the navigation pane, choose Users and then choose Add user. 

4. On the Details page, do the following: 

a. For User name, type Administrator. 

b. Select the check box for both Programmatic and AWS Management Console 

access, select Custom password, and then type your new password in the text 

box. 

c. By default, AWS forces the new user to create a new password when first signing 

in. In this case, you’re the administrator so you can directly set a password here. 

You can uncheck the check box next to User must create a new password at next 

sign-in.  

https://docs.aws.amazon.com/IAM/latest/UserGuide/id_credentials_mfa_enable_virtual.html
https://console.aws.amazon.com/iam/


 

 
d. Choose Next: Permissions. 

e. On the Permissions page, do the following: 

f. Choose Add user to group. 

g. Choose Create group. 

h. In the Create group dialog box, for Group name type Administrators. 

i. Select the check box for the AdministratorAccess policy. 

 
j. Choose Create group. 

k. Back on the page with the list of groups, select the check box for your new group. 

Choose Refresh if you don't see the new group in the list. 

l. Choose Next: Tags. 

 

5. (Optional) On the Tags page, add metadata to the user by attaching tags as key-value 

pairs. For more information, see Tagging IAM Users and Roles. 

6. Choose Next: Review. Verify the group memberships to be added to the new user. 

When you are ready to proceed, choose Create user. 

https://docs.aws.amazon.com/IAM/latest/UserGuide/id_tags.html


7. (Optional) On the Complete page, you can download a .csv file with login information 

for the user, or send email with login instructions to the user. 

Please save the credentials file in a very secured location. Don’t transfer it to anyone via 

the web.  

Next Steps: Create IAM users for individual researchers (Optional) 

When you’re working in a lab setting, there might be different researchers collaborating on a 

single project. Hence, you need to provide them certain access to utilize AWS resources. This 

level of access should only be restricted to certain AWS resources which will be utilized in 

this project. 

In order to create individual IAM users follow the below steps: 

1. In the navigation pane, choose Users and then choose Add user. 

2. On the Details page, do the following: 

a. For User name, type the name of the researcher you want to provide access to. 

b. Select the check box for AWS Management Console access, select Auto-

generated password 

c. Select the checkbox, User must create a new password at next sign-i 

 
d. Choose Next 

e. On the Permissions page, do the following: 

f. Choose Add user to group. 

g. Choose Create group. 

h. In the Create group dialog box, for Group name type Researchers. 



i. Now add the following policies to this group: 

AmazonEC2FullAccess 

AmazonS3FullAccess 

AmazonElasticFileSystemFullAccess 

AWSCloudFormationFullAccess 

IAMFullAccess 

AmazonSSMFullAccess 

AWSLambdaFullAccess 

 

Please search for the above managed policies in the search tab and select 

options one-by-one.  

Note: Providing full access to different AWS resources is always a bad idea 

from a security standpoint. But for starters, you can use the following managed 

policies. Please contact us at cloudsupport@nysbc.org to get a template for 

providing fine-grained access to your researchers 

j. Create group 

k. Back on the page with the list of groups, select the check box for your 

‘Researchers’ group. Choose Refresh if you don't see the new group in the list. 

3. (Optional) On the Tags page, add metadata to the user by attaching tags as key-value 

pairs. For more information, see Tagging IAM Users and Roles. 

4. Choose Next: Review. Verify the group memberships to be added to the new user. 

When you are ready to proceed, choose Create user. 

5. (Optional) On the Complete page, you can download a .csv file with login 

information for the user, or send email with login instructions to the user. Please send 

this email to institution provided email address. Also, save the name of the csv file as 

‘researcher1.csv’ in order to avoid confusion. You might have to create more than 1 

IAM user.  

6. Repeat the same steps for other users. Except this time, you don’t need to create any 

groups. You can simply add the users to the existing ‘Researchers’ group 

7. Similarly, you can also create IAM users and groups for your IT team if any and 

provide them with developer access to your AWS account 

Hierarchy chart: 

 

mailto:cloudsupport@nysbc.org
https://docs.aws.amazon.com/IAM/latest/UserGuide/id_tags.html


 
 

 

HOW TO OBTAIN CRYOSPARC LICENSE? 
 

In order to get started with cryoSPARC on AWS cloud, all academic users require a valid 

license ID. This license ID can be obtained from their website 

https://cryosparc.com/download 

 

Please fill out all your personal details and select the appropriate use case. Once you submit 

the form, a license ID will be provided to you via email. 
 

https://cryosparc.com/download


 

 

USER REGISTRATION 
1. Navigate to https://stion.semc.nysbc.org/register/ 

2. Fill out your personal information. Please provide your institutional based email address. For 

username, we would like to keep a standard naming convention with your first initial and last 

name eg: jdoe for John Doe.  

But this is optional. 

3. While selecting the AWS region, please select a region closer to your current location. 

For eg: Users from tri states should select us-east-1, users from west coast and Midwest should 

select us-west-2  and users from central and south should select us-east-2.  

https://stion.semc.nysbc.org/register/


If you’re unsure about the region, please contact us at cloudsupport@nysbc.org before 

submitting your registration form.  

4. Role ARN (Amazon Resource Names) value should be kept blank during the user registration 

process. It should be updated in the profile section after user on-boarding process is complete. 

Please follow user onboarding guidelines on how to obtain this Role ARN value. 

If any team member in your lab has already completed the user on-boarding process, then 

please ask them for the Role ARN value for the “On_demand_role” that was created 

5. Once submitted, you will get an acknowledgment email about the next steps. Please 

follow the guidelines. You will be asked to login with your username and password 

that you submitted during the registration process.  

 

 
6. Your next step is to complete the on-boarding process.  

 

USER ON-BOARDING 
User on-boarding is one of the most important step in the entire workflow. The main 

objective of this process is to create different resources in the end user’s AWS account. These 

resources are the building blocks for processing data in the cloud. 
 

We have completely automated the process of creating AWS resources in your account 

which will save days of your crucial research time if done manually. To help you get started, 

mailto:cloudsupport@nysbc.org


we will be building an end-to-end pipeline that consists of networking, storage, file-systems, 

data transfer nodes and compute infrastructure. 

 

 

WORKFLOW 
 

Before starting the onboarding process, please make sure you have completed the pre-

requisites as mentioned here 
 

Guidelines: 

• Once you click on the ‘Setup my AWS Environment’ button, you will be redirected to AWS 

console. Please sign in with your administrator account. 

• Double-check the region that you entered during the registration process. 

• You will be redirected to a service called as CloudFormation that creates stack of multiple 

AWS resources in your account. 



 

• Please don't modify the value of AWS account ID to grant permission. This AWS account ID 

belongs to SEMC/NYSBC. 

• You have to edit the S3 Bucket name which defaults to nysbc-semc-12345. Your S3 Bucket 

name should be nysbc-semc-$USERNAME. eg:nysbc-semc-sbhatkar 

• Select the acknowledgement check box and hit on Create Stack Button 



 

• It takes less than 5 minutes to create AWS resources. After completion, the status will be 

updated to CREATE_COMPLETE 

 

HOW TO OBTAIN RoleARN VALUE? 
 

Once all the resources are created in the end user’s AWS account, the next step is to obtain 

the Role ARN value of the On_demand_role and update the user profile in Stion 

 

Role ARN is an unique identifier used to identify a specific resource across all of AWS. It 

helps us to distinguish between many accounts registered in Stion so that we can make the 

right API calls in the right AWS account.  

• Once all the resources in the cloudformation stack are created, go to Resources 

section, and click ‘On_demand_role’ in the physical ID column 



 
 

• You will be redirected to the IAM service console 

 

 
 

In the summary section, copy the Role ARN value of On_demand_role 

 

• Login into Stion and update the Role ARN field in the profile section 

https://stion.semc.nysbc.org/profile/ 

https://stion.semc.nysbc.org/profile/


 

 
 

• Paste the Role ARN value and update your profile. 

 

Alternate way to find the Role ARN value: 

• Login into AWS account 

• Under services, select IAM 

• On the left menu bar, click on Roles 

• In the search bar, type ‘On_demand_role’ 

• In the summary section, copy the RoleARN value and update your profile in Stion 

 

 

 



PERMISSIONS GRANTED TO SEMC 
 

Cross-account IAM roles allow users to securely grant access to AWS resources in their 

account to SEMC/NYSBC, while retaining the ability to control and audit who is accessing 

their AWS account. Such roles determine what a 3rd part AWS account like SEMC can or 

can’t do in AWS.  

 

A cross-account IAM role is an IAM role that includes a trust policy that allows AWS 

identities in another AWS account to assume the role.  Put simply, users can create a role in 

one AWS account that delegates specific permissions to another AWS account 

Let’s look at the different permissions that are attached to this role and why they are 

required. 

 

List of managed policy ARN’s: 
'arn:aws:iam::aws:policy/AmazonEC2FullAccess' 

'arn:aws:iam::aws:policy/AmazonS3FullAccess' 

'arn:aws:iam::aws:policy/AmazonElasticFileSystemFullAccess' 

'arn:aws:iam::aws:policy/AWSCloudFormationFullAccess' 

'arn:aws:iam::aws:policy/IAMFullAccess' 

'arn:aws:iam::aws:policy/AmazonSSMFullAccess' 

'arn:aws:iam::aws:policy/AWSLambdaFullAccess' 

 

• EC2 Access: It is required to launch, start and stop EC2 instances in the user’s AWS 

account using the python SDK (boto3 library) 

• S3 Access: Create S3 buckets and then read and write data to S3 from on-prem file system 

• EFS Access: Create Elastic file system which will then be mounted to EC2 instances for 

data processing 

• Cloudformation Access: A cloudformation template creates all the resources in a stack for 

data processing in the cloud during the user onboarding process 

• IAM Access: It is required to create instance roles and session roles that are attached to 

EC2 instances to use Session Manager 

• SSM Access: AWS Systems Manager service is required to start a browser based shell 

using Session Manager. This helps SEMC-NYSBC to troubleshoot the instance in case 

there are any issues related to the cryosparc software 

• Lambda Access: It is required to create a lambda function that sends slack notifications to 

SEMC slack channel whenever a new AWS cloudformation stack is deployed or deleted. 

 

From a security standpoint, providing full access to someone outside of the organization is 

not a best practice. Hence, efforts are being made to give specific permissions and a granular 

access to SEMC/NYSBC in the next release cycle.  

http://docs.aws.amazon.com/IAM/latest/UserGuide/id_roles_common-scenarios_third-party.html


Meanwhile, SEMC/NYSBC gives full commitment to their end users that none of the 

resources will be abused in their collaborator’s account.  

 
 

 

 

USAGE 

HOW TO LAUNCH AWS SANDBOX? 
Once you finish the onboarding process, you can launch your AWS sandbox using Stion. 

Please make sure you obtain a valid license ID from cryoSPARC website before launching 

the AWS sandbox. 

 

1. Login to the website https://stion.semc.nysbc.org/login 

2. Click on the New Form option from the menu bar. 

3. Enter your cryosparc License ID and click on ‘Launch Cryosparc’ button 

 
 

4. You will be redirected to a web page that will display your public IP address of your 

AWS sandbox. 

5. Please note that, it generally takes 30-35 minutes to install the cryosparc software on 

the AWS sandbox since it installs all dependencies from scratch on a fresh EC2 

instance. 

https://stion.semc.nysbc.org/login


6. Navigate back to the dashboard for all the information about your AWS sandbox such 

as your public IP address, cryosparc login credentials, Cryosparc URL, license ID, 

instance ID and instance state 

7. You will receive an email from clousupport@nysbc.org whenever your instance is 

ready. Please click on the cryosparc URL provided on the dashboard.  

Eg: http://34.204.172.215:39000 (The default port for cryosparc web app is 39000) 

8. You will be redirected to the cryosparc login page. Please enter your cryosparc 

credentials provided on the dashboard. 

If you have any issues accessing the web page, please submit a ticket via 

https://stion.semc.nysbc.org/support/ or contact us directly at 

cloudsupport@nysbc.org 

HOW TO START AND STOP INSTANCES? 
It is really important to shut down your instances when your jobs have been completed. 

Remember, you’re getting charged every minute for this big GPU based instance. The on-

demand pricing for p2.8x large EC2 instance is $7.2 per hour.  

 

There are couple of ways to start and stop your AWS instances. 

 

USING WEB APP 
You can simply start and stop your instance from the Stion dashboard 

https://stion.semc.nysbc.org/cryosparc/ 
 

 

mailto:clousupport@nysbc.org
http://34.204.172.215:39000/
https://stion.semc.nysbc.org/support/
https://stion.semc.nysbc.org/cryosparc/


 
 

If the instance is in RUNNING state, click on the stop button to stop the AWS instance. All 

your progress will be automatically saved. Your instance will be shut down within 3-4 

minutes. You can verify whether your instance has been completely stopped by logging into 

AWS console and check the instance state corresponding to your instance ID. If you don’t 

have AWS console access, please ask your system administrator to provide one. 

 

If you plan to restart the instance, please wait for 3-5 minutes before turning on your 

instance because it takes a while for the big GPU instance to completely shut down. If you 

restart it immediately after hitting the stop button, you will get an error message.  
 

If the instance is in STOPPED state, please click on the start button from the STION 

dashboard to start your AWS instance. It generally takes 5 minutes to start the instance and 

load the cryosparc software. You can then access cryosparc from the URL provided on the 

dashboard. 

 

Please note that every time you start your AWS instance, your public IP will change and 

hence the cryosparc URL will also be changed accordingly. 

If you wish to keep a static IP (elastic IP in AWS terminology), please submit a ticket via 

https://stion.semc.nysbc.org/support/ or contact us directly at cloudsupport@nysbc.org 
 

https://stion.semc.nysbc.org/support/


USING AWS CONSOLE 

You can also start or stop your instances from the AWS EC2 console. Please make sure you 

have appropriate permissions to access the AWS console.  

 

1. Login to your AWS account 

2. Go to EC2 console under services 

3. Select the right instance by verifying your instance ID. Generally, the names for 

instances are given as your first name and last name eg: Demo User 
 

 
 

 

 

 

4. Click on Actions → Instance State → Start 
 

 
 

Follow the same steps if you want to stop the instances directly from AWS console.  

 

Please note that if you switch back and forth to start or stop AWS instances both from 

Stion dashboard and AWS console, sometimes, the instance state in Stion dashboard 

will not be updated correctly. Hence, make sure you only use one approach to start or 

stop instances. 



 

5. Important note: DO NOT TERMINATE YOUR INSTANCE FROM THE AWS 

CONSOLE UNLESS YOU DON’T WANT TO USE IT FURTHER.  

Terminating the instance will also lead to cryosparc software deletion which will also 

delete the cryosparc database but the raw data and the processed data will still be 

stored in the filesystem. 

If you wish to terminate the old instance and launch a new instance from scratch, it is 

recommended to get a new cryosparc License ID from their website.  

AUTO SHUTDOWN OF AWS SANDBOX 
In order to avoid over-spending of your AWS instances, we have introduced the auto 

shutdown feature that will automatically shut down EC2 instances after 8 hours when you 

launch a new instance or restart an existing one. Time and date for the auto shutdown of 

AWS instances are displayed on the dashboard.   

This feature is implemented to optimize the costs and keep the monthly EC2 bill in check for 

our end users. Users who are new to AWS might keep the instances running 24/7 and see the 

spikes in their monthly bill. In order to address this challenge, we auto-stop the instance 

after 8 hours which is more than the average time for processing an end-to-end CryoEM 

workflow on a standard dataset. 

Please note that, you can always stop your instance whenever you want by clicking the ‘Stop 

Instance’ button. Please make sure you complete your jobs before hitting the stop button 

 

Reminder email: All users will be getting a reminder email 1 hour before the instance is 

automatically shutdown. Please make sure you don’t schedule any long-running jobs after 

you receive a reminder. Shutting down the instance will automatically kill all the jobs that 

are running and also the jobs that are queued.  

 

In case you manually stop your instance and then restart it within few minutes, then the 

next shutdown will occur 8 hours after your new start time. Basically, time and date for the 

auto shutdown updates automatically whenever the instance is restarted.  

 

 

 

 

 

DASHBOARD EXPLAINED 
 

Once a new instance is launched, all the metadata of that particular instance and the 

cryosparc credentials are provided on the dashboard.  



 

 
 

License ID: It is simply the cryosparc License ID that you enter while submitting a new form 

to launch a cryosparc instance 

 

Email: email address used for registration and login 

 

Username: Username of that researcher who launches the instance 

 

Instance ID: A unique ID for AWS sandbox which will remain constant throughout the life-

cycle of that instance 

 

Public IP: Public IP address of that instance which can be accessed from anywhere or from 

the end user’s machine depending on the configuration of security groups attached to the 

instance 

 

Cryosparc URL: Web address of the cryosparc home page 

 

Cryosparc login: email address used to login into the cryosparc web app. It’s the same email 

address that was used for registration 

 



Cryosparc password: An auto-generated password will be allocated to the end user at the 

launch of the instance. The user can later change the password using the cryosparc cli by 

logging in to the instance and enter the following command 
 
cryosparcm resetpassword --email <email address> --password 

<newpassword> 
 

Auto shutdown – The date and time at which instance will be automatically shutdown. 

Please note that, all timings follow the Eastern Standard Time zone 

 

Instance state: Current status of the instance whether it is stopped or in running state.  

 

NAVIGATE AWS SANDBOX USING THE BROWSER 
One of the major features of this web platform is to access the sandbox directly from the 

browser of your choice. This is made possible using AWS Session Manager a utility that helps 

you to manage Amazon EC2 instances through an interactive one-click browser based shell 

From the security standpoint, the user no longer has to setup ssh ports, bastion hosts and ssh 

keys. They can simply get access to the instance using IAM policies.  

 

Instructions to access the sandbox: 

1. Login into you AWS console 

2. Under services, go to Systems Manager 

3. On the left menu bar, click on Session Manager 

4. Click on start a session 

5. Under target instances dashboard, verify your instance ID, select your instance and 

then finally click on start session  

 

 
 

6. A new browser based shell session will be started. 



 

 
  

a. Start a bash shell by typing /bin/bash 

b. The default user loaded will be a ssm-user that the ssm agent uses. 

c. Change user to ‘ubuntu’ which is the default UNIX user for Ubuntu OS on AWS 

instances. 

This user is used while downloading and installing the cryosparc software on the 

AWS instance. Hence all the cryosparc tar files and directories will be found 

inside the home directory (/home/ubuntu) 

You can change the user by simply typing su ubuntu 

Please contact us at cloudsupport@nysbc.org  for the default password that was 

set for ubuntu UNIX user. You can change it later in the session 

d. Once you’re done, please terminate the session using the terminate button on top 

right.  

Please note that, it will only terminate the current shell session and not the 

actual instance 

We would advise researchers not to directly access the instance if you’re not having some 

linux experience. Please contact your system administrator or us at cloudsupport@nysbc.org 

in case if there is an issue with the software or any errors that occur during data processing.  
 

You can also prefer to use a mac or a Linux terminal or any 3rd party client such as Putty or 

MobaXterm on Windows for accessing the instance.  

mailto:cloudsupport@nysbc.org
mailto:cloudsupport@nysbc.org


PRE-LOADED DATASET 
 

AWS Cryosparc instance comes with a pre-loaded dataset from EMPIAR-10248 which is 

stored under /test_data. This dataset is around 2.7GB in size.  

CREATING CRYOSPARC PROJECTS AND WORKSPACES 
 

Background : The general processing hierarchy in cryoSPARC is Project -> Workspace -> 

Job. Projects are often used for specific samples or biological systems, with Workspaces 

usually being separate datasets. Jobs are the basic processing operations of cryoSPARC which 

exist within different Workspaces. Jobs can be moved or linked to different Workspaces as 

the user wishes. 

 

After logging in, you will be greeted with the cryoSPARC homepage. It contains information 

about changes in recent versions of the program, job history, and helpful links. 

 

➢ Step 1: Click the button next to the word Projects in the top left corner 

https://www.ebi.ac.uk/pdbe/emdb/empiar/entry/10248/


○ Clicking the word Projects itself will bring up a dropdown menu of projects 

you have created already. The same is true for the Workspaces button to the 

right. 

➢ Step 2: Click the “+ Add” button 

 

 

 

 

 

 

➢ Step 3: Title your project 

○ This is for your use only. cryoSPARC will assign this project a number, e.g. P1, 

and use that as the name for the project directory 

 

➢ Step 4: 

Enter 

“/PATH/TO/PROJECT/DIRECTORY” into the middle field. Optionally, click the 

folder button to the right and navigate to the directory using the GUI, then click 

“Create” 



○ This is the directory where cryoSPARC will output results. It should be 

readable and writable, and contain enough space to comfortably store all 

processing results. 

 

➢ Step 5: Click the “P##” button, located to the left of your project title to open the 

Project 

○ The ## will depend on how many Projects are already in cryoSPARC 

➢ Step 6: From inside the Project you just created, again click the “+ Add” button and 

title your Workspace. After you click “Create”, click on the “P##-W##” button to 

open your Workspace. 



Workspaces can be whatever you want - your individual data collections of a specific 

protein, imports of the same dataset from different preprocessing programs, etc 

 

 

CRYOSPARC TUTORIAL 
All users will be provided a cryosparc tutorial which is developed by Micah Rapp, a Graduate 

Student from Columbia University. This tutorial is attached to an email that the users will 

receive when they first launch AWS instance. 

 

Please click on the following link to access the tutorial 

https://nysbc-semc-ondemand.s3.amazonaws.com/Stion_cryoSPARC_Tutorial.pdf  

 

This tutorial will act as a starting point to learn about the basics of single particle cryoEM 

data processing 

CRYOSPARC GUIDE 
 

If you have any questions related to the actual usage of Cryosparc software, please refer to 

this guide https://guide.cryosparc.com/ 

 

This guide is helpful to understand the basics of Cryosparc software in detail. It has an 

introductory tutorial with T20S Proteasome dataset. You can also complete this tutorial once 

you finish the tutorial that we provide. 
 

DATA TRANSFER 
Suppose users want to process their own data collected at NYSBC/SEMC or any other 

institution, they can transfer their data to the elastic file system in AWS. 

There are multiple ways to transfer data from on-premises to the cloud, but we will follow 

the easiest and cost-effective approach. 

 

DATA TRANSFER FROM SEMC/NCCAT TO AWS CLOUD 
 

Users can submit a data transfer request using our support portal 

https://stion.semc.nysbc.org/support/ 
 

https://nysbc-semc-ondemand.s3.amazonaws.com/Stion_cryoSPARC_Tutorial.pdf
https://guide.cryosparc.com/
https://stion.semc.nysbc.org/support/


 
 

• Select ‘Data Transfer request’ from dropdown menu 

• In the subject, mention the file-system name and session names names 

• In the description, mention the full path to your on-prem directory eg: 
/gpfs/frames/20jun22a/ or /beegfs/frames/n20jun25c/ 



Also, mention the full path to your destination directory eg:/efs/data or 
/efs/projects 

• Submit the request 

We will be using AWS Data Sync, an online transfer service from Amazon to copy your data 

to the cloud. For that, we need access to AWS Data Sync in your AWS account. We already 

have datasync agents installed on-premises that handles the file transfer. 

You can actively monitor your data transfer tasks using the AWS console. 

 

• Login to AWS Console 

• Under Services, search for DataSync 

• On the left side menu, click on Tasks 

• Select the ‘NYSBC Data transfer’ task. You can see a summary of your data  

transfer 

 
 

• Once the transfers are complete, the execution status will appear as completed. You 

can also monitor performance factors such as Data throughput, file throughput, no of 

files transferred and total data transferred.  

 

 
 

HOW TO TRANSFER YOUR OWN DATASETS? 
In case, the user wants to transfer their own datasets collected at their respective institutions, 

they can use a regular scp or rsync command to copy to the cloud. 

 

Instructions: 



1. Launch a new ‘Data Transfer’ instance size of t3.2x large with Ubuntu 16.04 OS via AWS 

console. This step should be done only once 

2. In step3, configure instance details, please select the file system as myEFS and specify a 

mount point as /efs 

3. Select ‘SessionRole’ as IAM Role. This will allow users to login to the instance via Session 

Manager.  

4. Add the following tags: 

{Key: Name , Value: Data Transfer} 

5. In Step 6, configure security group, select an existing security group ‘Cryosparc security 

group’. This will allow users to keep the same security group as that of the Cryosparc 

Instance 

5. You can also create a new security key pair and download it on your local machine. You 

can use this key pair to copy data later via scp. 

6. Once downloaded, change the permissions of the keypair. Eg: chmod 400 
data_transfer.pem 

7. Review and launch the instance 

 

Now login into the machine where your data is stored and copy the key pair that you 

downloaded from your AWS console.  

Please make sure you delete the key pair from the machine once the data transfer is complete 

if the machine belongs to any 3rd party or a public resource. 

 

Once you log in please enter the following command 

 
scp -i /path/to/your/keypair.pem /path/of/your/source/directory 

ubuntu@public_ip_of_data_transfer_instance:/efs/destination_dire

ctory 

 

eg: scp -i /home/$USER/data_transfer.pem 

/cryoem_data/session/images ubuntu@100.24.35.45:/efs/my_data 

 

If you want to keep your data running in the background, use nohup command 
eg: nohup scp -i /home/$USER/data_transfer.pem 

/cryoem_data/session/images ubuntu@100.24.35.45:/efs/my_data & 

 

Once, the data transfer is complete, please delete the keypair from the machine where your 

data is stored 
rm -rf /path/to/your/keypair.pem 

 

Stop the instance after the data transfer is complete. You can restart it later and follow the 

same steps to copy data for a new data transfer request.  

mailto:ubuntu@100.24.35.45:/efs/my_data
mailto:ubuntu@100.24.35.45:/efs/my_data


NAVIGATING AWS BILLING DASHBOARD 
 

All AWS user accounts receive monthly AWS invoices for usage of different resources such 

as AWS EC2 instance, S3 buckets, EFS file systems etc. Root users or administrators who 

have access to the billing dashboard can view estimated charges for the current month and 

also for previous months in detail by logging into the billing console. 

 

Instructions: 

 

1. Sign in to the AWS Management Console and open the Billing and Cost Management 

console at https://console.aws.amazon.com/billing/home#/. 

 

 
2. In the navigation pane, choose Bills. 

3. For Date, choose a month. 

The Summary section displays a summary and details of your charges for that month. It is 

not an invoice, however, until the month's activity closes and AWS calculates final 

charges. 

• On the Bills page, select the month you want from the Date list. 

 

To download a copy of your charges as a PDF document 

1. On the Bills page, select a month from the Date list for which all activity is closed. 

https://console.aws.amazon.com/billing/home
https://console.aws.amazon.com/billing/home#/bill


2. On the Summary tab, choose Usage Charges and Recurring Fees. 

3. Choose the Invoice <invoiceID> link. 

To download a monthly report, choose the Download CSV button, and then choose the 

appropriate option. 

 

 

SETUP BILLING ALERTS ON YOUR AWS ACCOUNT 
 

It is very important to setup billing alerts on every AWS resource you use. Sometimes, the 

users are not aware of pricing structures and they tend to over utilize the resources. Hence, it 

is crucial to setup budget alerts that will notify you via email every time the budget exceeds 

the amount that you have set up.  
 

Instructions: 

 

1. Sign in to the AWS Management Console and open the Billing and Cost Management 

console at https://console.aws.amazon.com/billing/home#/. 

2. In the navigation pane, choose Budgets. 

3. At the top of the page, choose Create budget. 

4. For Select budget type, choose Cost budget. 

5. Choose Set up your budget. 

6. For Name, enter the name of your budget. Eg: Cryosparc instance budget 

7. For Period, choose how often you want the budget to reset the actual and forecasted 

spend. Choose Monthly for every month.  

8. For a fixed Budgeted Amount, enter the total amount that you want to spend for this 

budget period. We recommend you to enter $500 for monthly spend  

Note: (Optional) For Budget effective dates, choose Recurring Budget for a budget that 

resets after the budget period or Expiring Budget for a one-time budget that doesn't reset 

after the budget period. 

9. For Start Month, choose the month that you want the budget to start on. All budget times 

are in UTC. 

 

https://console.aws.amazon.com/billing/home


 
 

10. Choose Configure alerts. 

11. Under Configure alerts, for Alert 1, choose Actual to create a notification for actual spend 

and Forecast to create a notification for your forecasted spend. 

12. For Alert threshold, enter the amount that you want to be notified at. This can be either 

an absolute value or a percentage. For example, for a budget of 500 dollars, if you want to 

be notified at 400 dollars (80% of your budget), enter 400 for an absolute budget or 80 for 

a percentage budget. 

13. Next to the amount, choose Absolute amount to be notified when the threshold amount 

is passed and % of budgeted amount to be notified when the threshold percentage of the 

budget is passed. 

14. (Optional) For Email contacts, enter the email addresses that you want the notifications 

to be sent to and choose Add email contact. Separate multiple email addresses with a 

comma. A notification can have up to 10 email addresses. 

15. To receive a notification, you must specify an email address, You can also specify an 

Amazon SNS topic. 



 
 

16. Choose Confirm budget. 

17. Review your budget settings, and choose Create. 

SUPPORT 
 

For any type of support related to AWS or the Stion web application, please contact 

cloudsupport@nysbc.org 

 

You can also submit requests via support portal  

https://stion.semc.nysbc.org/support 

We will reach to you within 1-2 business days.  

 

Note: For any questions related to Cryosparc, please directly reach out to them at  

feedback@structura.bio  

You can also join their discussion forum at https://discuss.cryosparc.com/ 
 

 

mailto:cloudsupport@nysbc.org
https://stion.semc.nysbc.org/support
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